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Why Spark on Kubernetes (SpoK)?

Intuit manages Data Engineering on AWS Cloud (S3, EMR)

But we also wanted:
* Integration into the company K8s Infrastructure.

* Containers over Bootstraps.

» Kubernetes over YARN.
* CD for deployment for Data Processing Jobs.

INTUIT



xisting K8s Infrastructure

Get stuff done

it

% lubernetes service Mikhail_Arov@intuit.com
. y .
with Kubernetes o /
Namespaces [ My Clusters | Advanced Filters }
Open source Kubernetes native workflows, events, Cl and CD
: 8 Monitoring State Type Name 4 Segment BU AWS Account Region Provisioner IKS Actions
S (/] prod apigw-ext-prod-apse2.clusterk8slocal  idp ip 054961365149 & ap-southeast-2 kops 1.26.0
Help
(] prod apigw-ext-prod-use2.clusterk8s.local idp sbg 054961365149 &2 us-east-2 kops 1.26.0
PRy Vorkiows . . . (V] prod apigw-ext-prod-usw2.clusterk8slocal  idp sbg 054961365149 2 us-west-2 kops 1.26.0
DS .
“ https://argoproj.github.io
i + SUBMIT NEW WORI [} preprod  apigw-int-ppd-apse2.cluster.ks.local idp ip 301532132469 2 ap-southeast-2 kops 1.26.0
[ NAME NAMESPACE STARTED o preprod  apigw-int-ppd-use2.clusterk8s.local idp ip 301532132469 & us-east-2 kops 1.26.0
—
—
(V] gbm-us-trialer-conversion-tdérf data-miplatform-gbm-us-trialer. a day ago o preprod  apigw-int-ppd-usw2.cluster.k8s.local idp ip 301532132469 & us-west-2 kops. 1.26.0 ‘
NAMESPACE
data-miplatform-gbm-us-t& (V] preprod  cg-mint-ppd-usw2.cluster k8s.local mint g 065046814661 & us-west-2 kops 1.26.0
(V] gbm-us-trialer-conversion-dp88x data-miplatform-gbm-us-trialer... aday ago aeCyai) o ™
LABELS
(] gbm-us-trialer-conversion-tbfhl data-miplatform-gbm-us-trialer... aday ago aday ago 41m28s SHOW ~
PHASES ©  gbm-us-trialer-conversion-msbxx data-miplatform-gbm-us-trialer. 2 days ago 2 days ago 36m33s SHOW +
[J Pending (0)
(] Running (0)
FIRST PAGE NEXT PAGE >
Succeeded (4 results per page
per pag
(] skipped (0)
[ Failed (0)
[ Error (0)
(] Omitted (0)

SERVICES RESOURCES ABOUT BLOG ARGO

applatix

ed to announce t X has \ READ THE BLOG
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https://argoproj.github.io

Containers vs Bootstraps

INTUIT

Containers

spark-kubernetes-executor

Image

docker.intuit.com/data/mliplatform/sbsegml/service/pyspark-intuit:latest

SPARK_APPLICATION_ID ® SPARK_CONF_DIR ® SPARK_DRIVER_URL ® SPARK_] QR _CORES ® SPARK_EXECUTOR_ID ®
spark-application-159418 /opt/spark/conf spark://CoarseGrainedSc 1 1
7816586 heduler@100.125.231.7:6
443
SPARK_EXECUTOR_MEMORY ® SPARK_EXECUTOR_POD_IP ® SPARK_JAVA_OPT_0 ® SPARK_LOCAL_DIRS ® SPARK_USER ®
1g -Dspark.driver.port=6443 /var/data/spark-6bf8965 root
c-5e74-47f2-a863-ec616b
48676
Arguments
executor
- s-1M8AOQIJV5VC3 PYSPARK setup Completed 2020-07-03 00:41 (UTC-7) 4 seconds

JAR location : s3://us-west-2.elasticmapreduce/libs/script-runner/script-runner.jar

Main class : None

Arguments : s3://idl-cdoml-uw2-processing-cdoml-prd/smartmileage/scripts/R

Action on failure: Continue

hd s-2Q8YACY3PJ2US

Configur fronment vars for

Completed

—west-2.elasticmapreduce/libs/script-runner/script-runner.jar

PARK_PYTHON_SETUP.sh

2020-07-03 00:39 (UTC-7)

20 seconds

None

Action on failure: Continue

contain

abstracted

View logs

View logs

s3://agi-intuit-public-artifacts-16674773201 2-us-west-2/cloud-patterns/chp-emr—datalake/vz.7.0/resources/monltorkg/scripts/configure_env.sh

Especially powerful for ML with complex internal configs!

Debugging not
configured

Debugging not
configured

Intuit Confidential and Proprietary 4



YARN vs Kubernetes

- -
All Applications
~ Cluster Cluster Metrics
About Apps Submitted Apps Pending Apps Running Apps Completed Containers Running Memory Used Memory Total Memory Reserved VCores Used VCores Total VCores Reserved
mgg:iabels 3363 1 3362 1 1GB 1.37TB 0B 1 200 0
Applications Cluster Nodes Metrics
NEW Active Nodes Decommissioning Nodes Decommissioned Nodes Lost Nodes Unhealthy Nodes Rebooted Nodes Shutdown Nodes
NEW_SAVING 25 0 454 0 0 0 o]
SUBMITTED :
ACCEPTED Scheduler Metrics
RUNNING Scheduler Type Scheduling Resource Type Minimum Allocation Maximum Allocation Maximum Cluster Application Priority
% | Fair Scheduler [MEMORY, CPU] <memory:32, vCores:1> <memory:57344, vCores:8> 0
KILLED 'Show 20 ¢ entries Search:
Scheduler
EERE » Allocated
e, e s Running Allocated % of % of .
. ~ .. Application .. Application StartTime FinishTime > = ~ 5 CPU P 5 . Blacklisted
» Tools ID User < Name ¢ Type ¢ Queue < Priority © s s State ¢ FinalStatus ¢ Contameq;s VGores M’;Bmorx Queuf Clustgr Progress ¢ Tracking Ul ¢ N
application 1588697425700 3366 marov HIVE- TEZ root.marov 0 Tue Jul7 N/A RUNNING UNDEFINED 1 1 1024 0.1 0.1 ( | ApplicationMaster 0
aa10d2d1- 22:26:29 <
e2b5-4{31- -0700
9598- 2020
fcafae293ef5
application 1588697425700 3365 hadoop execute.py SPARK root.hadoop 0 Tue Jul 7 Tue Jul 7 FINISHED SUCCEEDED N/A N/A N/A 0.0 0.0 | History
22:02:07 22:05:53
-0700 -0700
2020 2020
Pods =
Memory Usage
Name Labels Node Status Restarts CPU Usage (cores) (bytes)y 9 Created 1
spark-app-selector: spark-applicati .
. on 1504167816586 T+ Ip10-63:99-191.us= ) :
&  jupyter-595242732cff9e38-exec-1 west- Running 0 :
. 2.compute.internal
spark-exec-id: 1 Show all P
spark-app-selector: spark-applicati .
. on 1504167816586 ¥ I5-10:68:99-191.Us: , .
&  jupyter-595242732cff9e38-exec-2 west- Running 0 :
" 2.compute.internal
spark-exec-id: 2 Show all P

Kubernetes is more modern: easier to config, declarative, better executor visibility

Intuit Confidential and Proprietary 5
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CD for deployment

Pipeline Changes Tests Artifacts O Q 5

Branch: feat_mlp_iks [ Changes by github-noreply, mlsvcadmin

Commit: 694efcd @®© 2daysago Pull request #55 closed

Spark image CPD CPD Certification Checkout Model  Update Config Push Updated
Start Certification & P... Build Dockerfile & Publish Config Repo Repo artifact_url Model Config End

———O——P——@——O————()——e

Push Updated Model Config - 6s Z %
4| > git config --global user.email mlsvcadmin@gbm-us-trialer-conversion-476e0c76-402b-4410-bc3c-b9c835824024 — Shell Script <1s
4 > git config --global user.name misvcadmin — Shell Script <1s
V@l > git checkout master — Shell Script <1s
V@l > gitstatus — Shell Script <1s
VA > gitadd. — Shell Script <1s
V4 > git commit -m 'update artifact url' — Shell Script <1s
< > Shell Script 4s

o Ld
INTUIT Intuit Confidential and Proprietary 6



K8s Native Workflow

e Exploration in Jupyter ->
Commit to Git

e Gitops deployment using
ArgoCD

e ArgoCD submits Spark jobs

e Hive Meta Store via HMS
service

e Data accessed from the data
lake

INTUIT

________________________________

Spark APP NS1

Spark APP NS2

Spark APP NS3

Amazon RDS

Intuit Confidential and Proprietary 7



Use case: Model training and Batch inference

INTUIT

\

/

Programmatic
points-of-contact

curl -X POST https://build.intuit.com/build

GitHub push

Push commit

ML Model

View

“Data
Scientists/ML
Engineers

Workflow step

I

Client Client
container| |container

3

Workflow step

Namespace
role

1
1 Trust Relationship

N

Client Account

-ﬁ:

Source Data - SageMaker
Read Only Model Output
-S3
Read/Write

|
1
I
|
I
1
1
|
I
1
|
1 File notification
|
I
1
I
I
I
1

Intuit Confidential and Proprietary 8



Example: QuickBooks Mobile Push notification model

® An XGBoost model that predicts
O  Conversion to paid after the 45 days trial

O  Personalized top 5 actions that could drive

conversion (i.e. "Add bank” or “Track
mileage”)

® Deploy the model to personalize

messaging to help Free Trialers get to
know the product and convert to Premium

INTUIT

3

Menu

o

Transactions

21!

Customers

Sales receipts

Receipt snap

All

@®

Cash flow

°®
| — |

Invoices

[—

Expenses

Mileage

®

Intuit Confidential and Proprietary 9



Daily batch inference using EMR

QBM Model Docker

Predict.py

ETL SQL

Kubernetes

Daily

INTUIT

Jenkins

Argo Workflow

ETL

Mobile

Intuit Confidential and Proprietary 10



K8s CI/CD

-~

Namespace in Kubernetes cluster

K Argo workflow based on Pipeline.yaml
Verif Run model Split input
y docker 1 files in
groups
Notfy | o model”
______ docker2 .

-

Output
S3 bucket

INTUIT

Input
S3 bucket

----------------

----------------

Jenkins

4 )

Model docker

\. J

4 )

Pipeline.yaml

---------------

---------------

Docker
repo

Model repo

)

\. J

- J

Model
config repo

repo

[ Pipeline
-

Intuit Confidential and Proprietary 11



Daily batch inference using SpoK

PEND

Argo workflow based on Pipeline.yaml

Executor 1 Executor 1

Executor 2

Postprocess Postprocess
Spark job Spark job
: Run model Split input
ey / docker 1 files in
: e groups
Notify \ Run model
. docker 2

INTUIT

» RESUME

O STOP

© TERMINATE W DELETE & SPLUNK

qgbm-us-trial..
version-p7t6x

©

validate
-input(0)

©

distributed-d
ata-processing

©

start-s
park-job

@

wait-for-spa..
ob-completion

Performance ~ comparable to EMR. Takes 15-20 min

Intuit Confidential and Proprietary 12




SpoK can be invoked from notebooks

: Ju pyter QBM_predict_etl (autosaved)

File Edit View Insert Cell Kernel Widgets

Help

Not Trusted

A

| Python3 O

+ < & B A ¥ MRun B C » Code $ = Show running Spark jobs

In [1]: import sys, os
from random import random
from operator import add

from pyspark import SparkContext, SparkConf, SQLContext
from pyspark.sql import SparkSession

sparkConf = SparkConf()

sparkConf.set("spark.executor.cores", "5")

sparkConf.set("spark.executor.instances", "15")

sparkConf.set("spark.executor.memory", '"13000m")

sparkConf.set("spark.driver.memory", "20000m")
sparkConf.set("spark.hadoop.fs.s3a.assumed.role.arn", "arn:aws:iam::<account>:role/<role>")
sparkConf.set("spark.hadoop.hive.security.authorization.createtable.role.grants", "public:select")
sparkConf.set("spark.sql. legacy.utcTimestampFunc.enabled", "true")

spark = SparkSession.builder.config(conf=sparkConf).enableHiveSupport().getOrCreate()

In [2]: %%time
# Step 1: get all us trialers from audit info table
# ued_gbo_dwh.auditinfo_vw (US table) is the table captures the US actions. But it is recommended to union ued_gbo_du

sqlContext = SQLContext(spark.sparkContext)
DEdre(M s oocaccooonooat

sqlContext.sql("drop table if exists <table>")
sqlContext.sql("""

CREATE TABLE IF NOT EXISTS <table> stored AS parquet LOCATION "s3a://<bucket>/qgbm_us_conversion_model/predict_e2e/inf
SELECT
gcs.gbo_company_id,

CASE WHEN
WHEN
WHEN

ELCE

ai.device_type_id IN (1, 2, 9, 14, 15, 16, 17) THEN 'IO0S'
ai.device_type_id IN (3,7,10,11,12,13) THEN 'ANDROID'
ai.device_type_id IS NULL THEN 'WEB'

'ATUCED ! CAIN _AC dosisca +iino

T~

INTUIT
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Use case: Feature Management Platform (FMP)

Online Store
. ———>| Dynamo
Online Store
<S>
Source || Transform Sink | "
Features pushed to
Featurizer SinkTopic
R
| — Offline Store S3/Hive
Writer
Spark Job deployed on IKS
Offline Store

L [
INTUIT Intuit Confidential and Proprietary 14



Example: QuickBooks Online transaction categorization
Categorization of QBO banking transactions

— Julia's Coffee

Banking

Rules

Djgojga|o|did

DATE ¥

09/05/2019

12/12/2018

12/12/2018

11/22/2018

11/22/2018

11/20/2018

Receipts

v v All

All (35)

DESCRIPTION

Mvcafe Eur Pur

Big 5 Sporting

Big

Go Daddy September

Go Daddy September

AT&T

PAYEE

Recognized (29)

CATEGORY OR MATCH

Owner's Pay & Personal E...

Reimbursable Expenses

Advertising & Marketing

Advertising & Marketing

Advertising & Marketing

Utilities

SPENT

$5.73

$200.00

$200.00

$80.00

$80.00

$100.00

@rr Q[ &

RECEIVED ACTION

Add
Add
Add
Add
Add

Add

INTUIT
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Challenge: Different Expense Categories for each user

User A

Sales

Auto:Fuel

Foxbusiness

West Coast Business Forms
Partners LLC

LOAN

Other General and Admin Expenses:Owners Draw
Office Supplies

Computer & Internet Fees
PAYROLL EXPENSE:Payroll Taxes
Meals and Entertainment
Office Expenses

Travel

Insurance -Workers Comp

157
132
112
108
105
69
56
30
21
20
19
17
16
15

User B

Supplies:Food

Supplies:Curriculum
Supplies:Extra-Curricular
Automobile Expense:Bus Fuel

Field Trips

Supplies:Computer

Advertising

Travel & Ent Meals

Payroll Expense Wages

Employee Benefits:Gift Cards

Bus Tolls

Repairs & Maintenance:Building Repairs
Repairs & Maintenance:Pest Control
Bus maintenance

Cleaning

1278
414
268
258
187
145
137
126
109

59
54
51
51
47
47

THE HOME DEPOT 6948 PHOENIX AZ325677 01/08 $15.90

For a contractor = Materials and Supplies

For a retailer = Repairs and Maintenance

INTUIT
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Feature ETL logic is a simple JOIN

Transactions Users txn_acct

user_id a company_id 9 Aggregate and flatten

txn_id gbo_signup_date
provider_description tax_account_type
amount company_name
posted_date account_id

example output:

1000360580 ["2019-12-16 08:00:00,65,11901,128,131,-1234.3,colonial life ins","2019-12-24 08:00:00,54,10020,130,131,...", ...]

InTU|T Intuit Confidential and Proprietary 17



ArgoCD + SparkOperator

r

L] L] ]

https://argoproj.github.io/argo-cd

APPLICATION DETAILS ° Logout
argocd-dev fv
0 rollback
H » & opplicationcontroller-5944bbiSb
| degioyment (running ) pod

> @ argocd-server-566697c64c-jbSvs E

application-controller

https://github.com/GoogleCloudPlatform/spark-on-k8s-operator

Spark
Application
Object -

kubectl/
sparkctl

|

spark-pi.yaml

Kubernetes Cluster
SparkApplication/
ScheduledSparkApplication H
Spark Operator = gl
/ \
\\
\
\
\
\
\
X
\
\
\
N\

Controllers
Submission
Runner
Spark Pod
Monitor

Mutating
Admission
Webhook

o O
\
\
\
N

O Driver Pod
. O

fol>
O

J
- O
oo Executor Pod
xecutor Pod

Intuit Confidential and Proprietary 18

D
L
)
x?
> , argocd-server :
x9 ’ —
(Gesboymment)
apacc ey H » 58 argocdserver H
% o0
o amon ce)
i {l argocd-repo-server H » & orgocd-repo-server-5945676¢77-4
x?
( Geployment ) { runeing ) pod
» 58 argocdrepo-server H
ov

INTUIT


https://argoproj.github.io/argo-cd/
https://github.com/GoogleCloudPlatform/spark-on-k8s-operator

Transaction Categorization SparkApplication in ArgoCD

To HEAD (8d142f9)
A Ly K

arni, Vijay <V

I °° R | Applications ~ accounting-transactions-txncat-features-usw2-prd-prd APPLICATION DETAILS
vieo+c il © APPDETAILS IRl © SYNCSTATUS | ' HISTORY AND ROLLBACK ] © DELETE ] C'REFRESH v vv .,—21 Logout
@ ¥ Healthy @ Synced & Sync OK

To 8d142f9

o spark-history-server e -~ spark-history-server °
o N ] B :
ef
N spark e "7/  spark-token-9pz4l a
- 0 3 e :
ecret
Fiin ) .
) AT spark-history-server e ~— spark-history-server-9xnq2 °
> Il eo : > QP e ¢
accounting-transactions-txnca... 8 = pod (‘running )(1/1)
: v ° ( )
> spark-role 5
> spark-role-binding e e txncat-features-15937812098... ¢ ~ ’% txncat-features-15937812098... ¢ < {T\ txncat-features-15937812(
(V] L] ° - 4 ° 1T
arkapplicatio V( ep
- txncat-features E
chieculecsparkapplication - ) txncat-features-15942132146... txncat-features-15942132146... o - txncat-features-15942132"
== ° ° > X¥N
° = 4 ° (1T

sparkapplicatior

InTU|T Intuit Confidential and Proprietary 19



Learnings from Spark On Kubernetes

External Hive Metastore
S3Ais required, in place of EMRFS
Hadoop-AWS Jars are missing from the Spark docker

Spar
Spar
Spar

k 2.4.5 required patching. Recommend 3.0.0
k History Server as K8s Deployment

kK Operator mounts /opt/spark/contf/spark.properties

INTUIT


https://hadoop.apache.org/docs/current/hadoop-aws/tools/hadoop-aws/index.html
https://github.com/apache/spark/tree/master/resource-managers/kubernetes/docker/src/main/dockerfiles/spark
https://spark.apache.org/releases/spark-release-3-0-0.html
https://github.com/GoogleCloudPlatform/spark-on-k8s-operator

Hive Metastore on Kubernetes

Remote Metastore

Name Namespace Created Age uID

hive-metastore-service2 spark-iks-ged-usw2-ppd-prd Jun 16,2020 22 days. ago 48bd14ab-ee46-4bc7-b7ba-2adbb085c745

Labels
app: hive-metastore2

Resource information "

Type Cluster IP Session Affinity

ClusterlP 100.69.160.211 None

Selector
app: hive-metastore2

Endpoints -

Host Ports (Name, Port, Protocol) Node Ready

100.114.119.138 <unset>9083,TCP ip-10-68-99-191.us-west-2.compute.internal true

Pods = i
Name Labels Node Status Restarts CPU Usage (cores) x;{zz{y Usage Created 1

app: hive-metastore2

hive-metastore-deployment2- ip-10-68-99-191.us- '
L 55b9db6bd-km8d|f ! pod-template-hash: 55b9db6bd west- Running 0 8 days ago

2.compute.internal
ﬁ\ aaroll

o Ld
InTu IT Intuit Confidential and Proprietary 21



Spark 3 is best for Kubernetes

Sp Q «  Lightning-fast unified analytics engine

Download Libraries ~ Documentation ~ Examples Community ~ Developers ~

Spark News

Spark 3.0.0 released
June 18, 2020

We are happy to announce the availability of Spark 3.0.0! Visit the release notes to read about the new features, or download the
release today.

Apache Software Foundation ~

Latest News
Spark 3.0.0 released (Jun 18, 2020)

Spark+Al Summit (June 22-25th,
2020, VIRTUAL) agenda posted (Jun
15, 2020)

Spark 2.4.6 released (Jun 05, 2020)
Spark 2.4.5 released (Feb 08, 2020)

Spark 2.4.5 can be configured to run on Kubernetes, but

requires custom patching:

e Dynamic Allocation only added in Spark 3.0
https://issues.apache.org/jira/browse/SPARK-27963

e A critical Parquet bug https://issues.apache.org/jira/browse/HADOOP-16109

INTUIT
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https://issues.apache.org/jira/browse/SPARK-27963
https://parquet.apache.org
https://issues.apache.org/jira/browse/HADOOP-16109

Spark Operator mounts over
/opt/spark/conf/spark.properties

Spark Operator tracks IPs and other dynamic properties pf driver and executors

Name Namespace Created Age

pyspark-select-1594329722894-driver-conf-map spark-iks-ged-usw2-ppd-prd Jul.9, 2020 40 seconds.ago

uibD

e6c9d1a2-14ed-4359-a63b-5985522f6872

"spark.properties": "#Java properties built from Kubernetes config map with name: pyspark-select-1594329722894-driver-conf-map

1
2
3 #Thu Jul 09 21:22:03 GMT 2020

4 spark.kubernetes.submission.waitAppCompletion=false

5 WS.credentials.provider=org.apache.hadoop.fs.s3a.auth.AssumedRoleCredentialProvider
6
7

eT. label.sparkoperator.k8s.io/submission-id=3bbb52e3-a5d9-4a74-a50d-f5220101b059

We need to mount additional ConfigMap and merge it in the Docker

INTUIT

Intuit Confidential and Proprietary
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Summary: Advantages of SpoK over EMR/YARN

e Fits into the larger K8s architecture

e Simpler, more homogeneous. Everything is a container.
e Cost effective. due to shared resources and Opex.

e Declarative Infrastructure, CICD

e ML is neatly containerized and separated from the platform (K8s)
and the compute (Spark)

INTUIT



Future

e Custom ML Operator to orchestrate and manage ML
Resources. (Spark, SageMaker Training/Deploy, Feature Store )

e Declarative Management of MDLC such as re-training of
models, monitoring of features etc.

e Managed Notebook Service

INTUIT



