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Multi-cores are 
now ubiquitous 

Intel Transactional Synchronization Extensions 
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Hard to get right:  
•  fine-grained locks 
•  deadlocks 
•  correctness 

atomic { 
 withdraw(acc1,val); 
 deposit(acc2,val); 
} 

now available in  

commodity hardware 

Classic approach: 
Locking 

Transactional 
Memory abstraction 

Parallel programming is 
complex 

Programmer identifies atomic blocks 
Runtime implements synchronization 

Intel TSX 

x86 instruction set extension: 
   xbegin, xend, xabort… 
 



In an ideal world… 

xbegin 
widthdraw(acc1,val) 
deposit(acc2,val) 
xend 
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Transactions may abort: 

•  because of contention on 

same memory locations 

…and every transaction shall eventually succeed 

Transactions restart 



…in practice: Best-Effort Nature 
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No progress guarantees: 

•  A transaction may always abort 
 

…due to a number of reasons: 

•  Forbidden instructions 

•  Capacity of caches (L1 for writes, L2 for reads) 

•  Faults and signals 

•  Contending transactions, aborting each other 

TSX alone is not enough 



TSX with a fall-back: a single lock 
start: 
int status = xbegin 
if (status = ok)       // !=ok upon restart 
    if (isFree(lock))  // read global lock 

 goto code // fast-path 
    else xabort   // fall-back in use 
if (shouldRetry())  // retry policy 
    goto start 
else 
    acquire(lock)  // fall-back 
 
code: 
 application logic 
 
if (inFastPath)   // fast-path 

 xend   
else    // fall-back 
    release(lock)   
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Still simple enough. 
 
Single lock not an  
issue if taken rarely. 
 
 
 
But when should it  
be taken? 



Objective 
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Self-tune the management of the fall-back policy 

•  Focus on TSX and single-lock 

•  Performance-oriented 

•  Generalizable to others (IBM, Hybrid TMs…) 



Retry Policies 
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Define when and how the software fall-back should be used. 

 
•  How many retries before triggering the fall-back? 

•  Ranges from never retrying to insisting many times 

 
•  How to cope with capacity aborts? 

•  Giveup – exhaust all retries left 
•  Half – drop half of the retries left 
•  Stubborn – drop only one retry left 

 
•  How to implement the fall-back synchronization? 

•  Wait – single lock should be free before retrying 
•  None – retry immediately and hope the lock will be freed 
•  Aux – serialize conflicting transactions on auxiliary lock 



Static tuning 
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Heuristic: 

   Try to tune the parameters according to best practices 

•  Empirical work in recent papers [SC13, HPCA14] 

•  Intel optimization manual 

 

GCC: 

    Use the existing support in GCC out of the box 



Why Static Tuning is not enough 
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Benchmark GCC Heuristic Best Tuning 
genome 1.54 3.14           3.36         wait-giveup-4 
intruder 2.03 1.81           3.02         wait-giveup-4 
kmeans-h 2.73 2.66           3.03  none-stubborn-10 
rbt-l-w 2.48 2.43           2.95      aux-stubborn-3 
ssca2 1.71 1.69           1.78         wait-giveup-6 
vacation-h 2.12 1.61           2.51              aux-half-5 
yada 0.19 0.47           0.81    wait-stubborn-15 

Speedup with 4 threads (vs 1 thread) 

Intel Haswell Xeon with 4 cores (8 hyperthreads) 

room for improvement 



Why Static Tuning is not enough 
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Intruder from STAMP benchmarks 
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The Need for Self-tuning 
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No-one-size-fits-all static tuning solution. 
 

We exploit two reinforcement learning techniques in synergy: 

•  Upper Confidence Bounds: how to cope with capacity aborts? 

•  Gradient Descent: how many retries in hardware? 

For the fall-back synchronization: 

•  Either aux or wait were similar 

•  When none was best, was by a marginal amount 

•  Reduce this dimension in the optimization problem 



How to handle capacity aborts? 
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Reduction to “Bandit Problem” 

•  3-levers slot machine with unknown reward distributions 

 
 

Exploitation vs Exploration dilemma 
how often to test apparently unfavorable levers? 

Too little: convergence to wrong solution L 

Too much: many suboptimal choices L 
 

Lever A Lever B Lever C 

giveup half stubborn Strategy: 

Reward: ? ? ? 



Upper Confidence Bounds (UCB) 
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Solution to exploration vs exploitation dilemma 

•  Online estimation of “uncertainty” of each strategy 

•  upper confidence bound on expected reward 

•  Appealing theoretical guarantees: 

•  logarithmic bound on optimization error  

•  Very lightweight and efficient:  

•  …practical! 



Upper Confidence Bounds (UCB) 
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•  Basic reward function for each strategy i :  

      xi= 

•  Estimate upper bound on reward of each strategy: 

•      Amplify confidence bound of rarely explored levers  

avg. #cycles using strategy i 

Figure 3: Speedup in Genome (higher is better).

dit [28]. This reinforcement learning technique is the
key building block of the mechanism that we use to adapt
the capacity abort management policy, which will be de-
scribed in Section 4.2. We then explain the adaptation of
how stubborn should one be in using TSX, i.e. the bud-
get of attempts, in Section 4.3. The combination of those
techniques is presented in Section 5.

4.1 Bandit Problem and UCB

The ”bandit” (a.k.a. ”multi-armed bandit”) is a classic
reinforcement learning problem that states that a gam-
bling agent is faced with a bandit (a slot machine) with
k arms, each associated with an unknown reward distri-
bution. The gambler iteratively plays one arm per round
and observes the associated reward, adapting its strategy
to maximize the average reward. Formally, each arm i
(0  i  k) is associated with a sequence of random vari-
ables Xi,n representing the reward of the arm i, where n
is the number of times the lever has been used. The goal
is to learn which arm i maximizes the average reward :

µi =
•
Â

n=1

1
n Xi,n. To this purpose, the learning algorithm

needs to try different arms to estimate their average re-
ward. On the other hand, each suboptimal choice of an
arm i costs, on average, µ⇤ �µi, where µ⇤ is the aver-
age obtained by the optimal lever. Several algorithms
have been studied to minimize the regret (defined as

µ⇤n�µi
K
Â

i=1
E[Ti(n)], where Ti(n) is the number of times

arm i has been chosen).
Building on the idea of confidence bounds, the tech-

nique of Upper Confidence Bounds (UCB) creates an
overestimation of the reward of each possible decision,
and lowers it as more samples are drawn. Implement-
ing the principle of optimism in the face of uncertainty,
the algorithm picks the option with the highest current
bound. Interestingly, this allows UCB to achieve a log-
arithmic bound on the regret value not only asymptoti-
cally, but also for any finite sequence of trials. More in
detail, UCB assumes that rewards are distributed in the

[0,1] interval, and associates each arm with a value:

µ̄i = x̄i +

r
2

logn
ni

(1)

where µ̄i is the current estimated reward for lever i; n is
the number of the current trial; x̄i is the reward for lever
i; and ni is the number of times the lever i has been tried.
The right-hand part of the sum is an upper confidence
bound that decreases as more information is acquired.
By choosing, at any time, the option with maximum µ̄i,
the algorithm searches for the option with the highest re-
ward, while minimizing the regret along the way.

4.2 Using UCB learning
We applied UCB to TSX by considering that each atomic
block of the application has a slot machine (in the
nomenclature of the previous Section 4.1), i.e., a corre-
sponding UCB instance. With it, we seek to optimize
the consumption of the attempts upon capacity aborts.
In some sense, this models a belief on whether the ca-
pacity aborts witnessed are transient or deterministic,
which cannot be assessed correctly based only on the er-
ror codes returned by aborted transactions. How many
capacity aborts should we have to consider that an atomic
block is failing deterministically? It is not obvious one
can explicitly model such belief in that way; hence why
UCB becomes appealing in this context.

We consider the three options identified in Section 3.1
with respect to capacity aborts. This creates three levers
(0  i < 3) in each UCB instance. We then use Eq. (1),
for which we recall n is the number of the current trial
(i.e., number of decisions so far for the atomic block),
and ni is the number of times the UCB instance chose
lever i. We now specify the reward function for the levers
(represented by x̄i). For this we used the number of pro-
cessor cycles that it takes to execute the atomic block for
each configuration. Hence we keep a counter ci for each
lever with the cycles that it consumed so far, and com-
pute the reward x̄i for lever i with:

x̄i =
1

ci/ni
(2)

which means that we normalize the cycles of lever i, giv-
ing us a reward in the interval [0,1].

4.3 Using Gradient Descent Exploration
In order to optimize the number of attempts configured
for each atomic block, we use an exploration technique,
similar to hill climbing/gradient descent search [25]. The
alternative of using UCB was dismissed because the pa-
rameter has a large space of search that does not map well
to the lever exploration. This optimization problem is il-
lustrated by the experiments in Fig. 4, where we show the

5
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How many attempts using HTM? 
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Gradient Descent 
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tuning the number of attempts
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2- stuck in local maxima 

 



Gradient Descent 
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tuning the number of attempts

#attempts

performance

?
optimization 

round

1 

2 
3 

4 
? 

Problems: 
1- unnecessary oscillations 
    * stabilization threshold 
2- stuck in local maxima 
    * random jumps 

5 



Gradient Descent 
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Optimizers in action 
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One atomic block in Yada benchmark (8 threads). 

the two optimizers are *not* independent 



Coupling the Optimizers 
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UCB and Gradient Descent overlap in responsibilities: 

•  Optimize consumption of attempts upon capacity aborts 

•  Optimize allocation of budget for attempts 

Minimize interference via hierarchical organization:  

•  UCB rules over Grad: 

•  UCB can force Grad to explore with random jump 

•  Direction and length defined by UCB belief 

•  More details in the paper  



Coupling the Optimizers 
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Speedup of coupled techniques vs individual ones 



Tuner: self-tuning Intel TSX 
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Performance measured through processor cycles: 

•  RDTSC instruction, lightweight, user space 

 

Optimization per atomic block, per thread: 

•  Adjusts individually in case of heterogeneous workload 

•  Avoids any synchronization 

 

Periodic profiling and re-optimization: 

•  Crucial to avoid overheads shadowing improvements 



Integration in GCC 
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•  Workload-oblivious 

•  Transparent to the programmer 

•  Lightweight for general purpose use 

•  Ideal candidate for integration at the compiler level 



Integration in GCC 
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our  
extensions 



Evaluation 
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Comparison across 12 benchmarks: 

•  Tuner 

•  GCC 

•  Heuristic 

•  Adaptive Locks [PACT09] 

Intel Haswell Xeon with 4 cores (8 hyperthreads) 



Evaluation 
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Intruder from STAMP benchmarks 

4% avg offset 

+65% 

(a) Genome. (b) Intruder. (c) Kmeans-h. (d) Kmeans-l.

AdaptiveLocks

Tuner

Best Variant

(e) Labyrinth. (f) SSCA2. (g) Vacation-h. (h) Vacation-l.

(i) Yada. (j) Red-Black Tree-h. (k) Red-Black Tree-l. (l) Memcached.

Figure 7: Speedup of different approaches to tune TSX relative to sequential executions in all benchmarks.
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(b) Yada atomic block B. (c) Throughput in Yada with 8 threads.

Figure 8: Exploration and adaptation of TUNER on two different atomic blocks (left) and global throughput (right).

For all other benchmarks and workloads we find
TUNER typically close to the best variant. Table 2 sum-
marizes our findings across this extensive set of bench-
marks: at 8 threads, the maximum hardware parallelism
available for TSX, TUNER obtains an approximate im-
provement of 2⇥ over GCC, HEURISTIC and ADAP-
TIVELOCKS, while remaining roughly 5% off the opti-
mal solution identified by means of the exhaustive, off-
line exploration of the parameters’ space.

We also note that the current hardware is limited in
terms of hardware parallelism: in fact, some times go-
ing over 4 threads is not profitable as hyper-threading is
not beneficial due to the extra pressure on L1 caches [13].

This, however, is an issue that has been tackled by related
work (e.g. [9]) and whose importance shall be relatively
diminished by the availability of new hardware to be re-
leased with more cores and without hyper-threading.

Finally, manual profiling and inspection revealed that
TUNER consistently converged to configurations simi-
lar to the ones that performed best in our extensive of-
fline testing. We present an example of the adaptation
performed by TUNER in Fig. 8 in the Yada benchmark
(we show the adaptation of one thread among 8 run-
ning concurrently). There, we can see the configuration
of two atomic blocks being re-optimized, and converg-
ing to two drastically different configurations: the left
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This, however, is an issue that has been tackled by related
work (e.g. [9]) and whose importance shall be relatively
diminished by the availability of new hardware to be re-
leased with more cores and without hyper-threading.

Finally, manual profiling and inspection revealed that
TUNER consistently converged to configurations simi-
lar to the ones that performed best in our extensive of-
fline testing. We present an example of the adaptation
performed by TUNER in Fig. 8 in the Yada benchmark
(we show the adaptation of one thread among 8 run-
ning concurrently). There, we can see the configuration
of two atomic blocks being re-optimized, and converg-
ing to two drastically different configurations: the left
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Evaluation 
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Yada from STAMP benchmarks, 8 threads adapting 
over time 

Static configuration 
only good some times 



Evaluation 
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Summary 
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•  Hw Transactional Memory is nowadays mainstream… 

•  …but it needs proper tuning è no-one-size-fits-all! 

•  1st self-tuning solution for Intel’s HTM (TSX) 

•  Combination of reinforcement learning techniques 

•  Fully transparent to the programmer via GCC integration 

•  Future research directions: 

•  test on larger parallel machines è available 2015 (?) 

•  theoretical work on convergence of optimizers 



Thank you! 
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Questions? 

Code available at: https://github.com/nmldiegues/tuner-icac14 


