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In-Memory Key-Value Stores

Fundamental building blocks for cloud services:
» Databases

* File systems M
» Serverless platforms . o

3 &P redis

Amazon
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In-Memory Key-Value Stores
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In-Memory Key-Value Stores

Clients Monolithic Servers
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Disaggregated Memory
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Existing Semi-Disaggregated Key-Value Stores
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Existing Semi-Disaggregated Key-Value Stores
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Existing Semi-Disaggregated Key-Value Stores
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Existing Semi-Disaggregated Key-Value Stores
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Problem: The metadata management

still relies on monolithic servers!
— Cannot fully exploit the resource efficiency
and elasticity benefits of monolithic servers

Additional resource required:
At least 6 CPU cores and 1 RNIC



Is it possible to manage metadata directly with clients?

Semi-Disaggregated KV Store Fully-Disaggregated KV Store
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Challenge 1: Client-Centric Index Replication

How to achieve strong consistency?

Replication on monolithic servers

Client 1 Client 2
t t
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with RPC with RPC
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Challenge 2: Remote Memory Allocation

Where to execute the memory management computation?

Client-centric Approach Server-centric Approach

Client 1 Client 2
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[ Expensive client-side ]

synchronization!
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Challenge 2: Remote Memory Allocation

Where to execute the memory management computation?

Client-centric Approach

Client 1
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Client 2

Server-centric Approach
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Challenge 3: Metadata Corruption

Client 1

\

read

Client 2

)

write
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Index

» MM Metadata

Monolithic Server

Clients may crash at any time!

Client Failure on monolithic-server-based
KV stores:

» CPUs of the KV store server exclusively
access and modify metadata
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Challenge 3: Metadata Corruption

Client 1 CligRt 2
read write
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Challenge 3: Metadata Corruption

Client 1
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Clients may crash at any time!

Client Failure on monolithic-server-based
KV stores:

» CPUs of the KV store server exclusively
access and modify metadata
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Challenge 3: Metadata Corruption

Client 1 Clight 2 Clients may crash at any time!
read write
\/ Client Failure on monolithic-server-based
- ~ KV stores:

. » CPUs of the KV store server exclusively
Index access and modify metadata

> MM Metadata » Metadata are not affected by client failures!

Monolithic Server




Challenge 3: Metadata Corruption

Client 1 Client 2
write
e / N
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Index

MM Metadata |«

Memory Node

Clients may crash at any time!

Client Failure on fully memory-disaggregated
KV stores:

» Clients directly access and modify metadata
with one-sided RDMA verbs
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Challenge 3: Metadata Corruption

Client 1

Index

MM Metadata

Memory Node

Clients may crash at any time!

Client Failure on fully memory-disaggregated
KV stores:

» Clients directly access and modify metadata
with one-sided RDMA verbs
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Challenge 3: Metadata Corruption

Client 1 CligRt 2
/
write
4 é N
I X

Memory Node

Clients may crash at any time!

Client Failure on fully memory-disaggregated
KV stores:

» Clients directly access and modify metadata
with one-sided RDMA verbs

» Metadata will be corrupted by clients’ partial
updates and accessed by other clients!
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Challenge 3: Metadata Corruption

Client 1 CligRt 2
read write

N/

Memory Node

Clients may crash at any time!

Client Failure on fully memory-disaggregated
KV stores:

» Clients directly access and modify metadata
with one-sided RDMA verbs

» Metadata will be corrupted by clients’ partial
updates and accessed by other clients!
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Challenges

Summary

* Client-centric index replication
 Weak MN-side compute power cannot execute replication protocols

 Remote memory allocation
« Weak MN-side compute power cannot efficiently allocate memory spaces

* Metadata corruption
 Client-failures compromises the correctness of the entire KV store



FUSEE Overview
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FUSEE Overview
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FUSEE Overview
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FUSEE Overview
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FUSEE Overview

RACE Hashing
* One-sided RDMA-friendly hash index structure [ATC 21]

* Multiple 8-byte slots
» Out-of-place modification scheme

Slot 0 | Slot1 | Slot2 | Slot3 [ ==+ { Slotn

I S ! [in-MNaddr MNID | Len Fp

'old-KV . |new-KV 40bit 8bit  8bit  8bit




Client-Centric Index Replication

Index Replication on DM

Client 1 Client 2 Client 3
'e\” 'eA” 'eA” Two key problems:
read write write

\// * How to protect readers from reading
g Incomplete writes?

|4
E E * How to efficiently resolve write-write

conflicts among clients?

Hash Index Hash Index
 Memory Node, _ Memory Node,
Replica 1 Replica 2
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Client-Centric Index Replication

How to protect readers from reading incomplete values?
« Separate index replicas into primary and backups
* Resolve write-write conflicts on backup replicas

Primary slot

A

|
| §>Always contain the correct value!
Backup slot 1

Directly read with RDMA_READ.

>

am - - . -



Client-Centric Index Replication

How to efficiently resolve write-write conflicts on clients?
« Out-of-place KV modification = Conflict clients write different values
 Last-writer-wins conflict resolution = Simple rules on client sides

: r——=—=-= \ :
(Client 1 ) I Primary slot (Client 2
. : A ! .
Write: | B | I Write: | C
| Backupslot 1
Expected: I A | Expected:
l |
Swap-Back: | Backup siot 2 Swap-Back:
\. J ! A | \.
l |
I Backup slot 3
I A |
! |
I Mem Pool

am - - . -
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Client-Centric Index Replication

How to efficiently resolve write-write conflicts on clients?
« Out-of-place KV modification = Conflict clients write different values
 Last-writer-wins conflict resolution = Simple rules on client sides

" "
Client 1 I Primary slot Client 2

I 1A k-
Write: | B @ b+ A=l @ Write: | C

-
- —~—
- =~

-

I I Backup slot 1
Expected: | A P~ l A

-~
-~
-~
-~
-~
~ -~
-~

Expected:*| A

Backup slot 2

Swap-Back: Swap-Back:

. J

A

Backup slot 3
A

Mem Pool

am - - . -
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Client-Centric Index Replication

How to efficiently resolve write-write conflicts on clients?

« Out-of-place KV modification = Conflict clients write different values
 Last-writer-wins conflict resolution = Simple rules on client sides

(- ) r-— - === \ (- )
Client 1 I Primary slot Client 2
| AAR-_
Write: | B @,/r - \I‘\@\ Write: | C
o~ i, ) Backupslotl g7l
Expected: | A -~ ), Ve Al 1T (2)7| Expected:] A
CA S(A 8) CA S(A C)
Swap-Back: _+ HBackupslot 2 Swap-Back:
N y, l T A I‘ l N y,

I Backup slog3 |

s, D
.. Q
. o
. 0
. ! o I

|
I Mem Pool
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Client-Centric Index Replication

How to efficiently resolve write-write conflicts on clients?

« Out-of-place KV modification = Conflict clients write different values
 Last-writer-wins conflict resolution = Simple rules on client sides

(- ) r-— - === \ (- )
Client 1 I Primary slot Client 2
| AAR-_
Write: | B @,/r - \I‘\@\ Write: | C
oo Fi, J BACKURSlOtL T
Expected: | A -~ ), e B e 1T (2)7| Expected: A
CASIA, B) CA S(A ),
Swap-Back: _+ HBackupslot 2 Swap-Back:
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Client-Centric Index Replication

A client is a last writer If:
» Successfully modified all backup slots
* Or, modified a majority of backup slots
* Or, writes the smallest value when there is no majority

\_

(CIient 1

Write:

Expected:

Swap-Back:

3)A>B

B

B

Mem Pool

am - - . -

r—— === \ -
I Primary slot Client 2
| AAL-_ 1
@,/r T @\ Write: | C
,/ I Backupslot1 e T
‘:‘@ ....... .I ............. N B PRSI S I ..... @. Expectesd_* A
CAS(A 8) CAS(A, C
_+ Backupslot 2 ( / Swap-Back: | B | B
I Backup slog3 | @A 2> C
| | B|B
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Client-Centric Index Replication

A client is a last writer if:

» Successfully modified all backup slots
* Or, modified a majority of backup slots

* Or, writes the smallest value when there is no majority

Client 1 ( )

Write: | B

Expected: | A P

Swap-Back:|AlA|C

r-— - === \ ..
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Client-Centric Index Replication

A client is a last writer If:

» Successfully modified all backup slots

* Or, modified a majority of backup slots

* Or, writes the smallest value when there is no majority

: r——=—== \ > 2
Client 1 ( ) | Primary slot Client 2
I dABF-__1
Write: |B| | .- R | ~~~@§ Write: | C
@ | Backupslotl [ 77=-o___
Expected: | A I B | Expected:* Return after changed.
Swap-Back:| A|A|C | Backup slot 2 | Swap-Back:| B|B | A J
R B I \.
I :
®A>8B | Backup slot 3 | B)A>C
B|B|C | | I B|B|C
I Mem Pool




Client-Centric Index Replication

A client is a last writer if:

» Successfully modified all backup slots
* Or, modified a majority of backup slots
* Or, writes the smallest value when there is no majority

Bounded latency for index read and write:

» 1 RTT for read operations

» 3-5 RTTs for write operations and 3 RTTs
for most cases
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Two-Level Memory Management

Challenge: Where to execute memory management logic?
* Key idea: Separate into compute-light and compute-heavy tasks

Client Memory Node

compute-heavy
fine-grained object allocation

compute-light
coarse-grained block allocation
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Two-Level Memory Management

Challenge: Where to execute memory management logic?
* Key idea: Separate into compute-light and compute-heavy tasks

Client

Block

compute-heavy
fine-grained object allocation

Memory Node

~~
-~
~
-~
-~
~

Memory Region === Memory Region

~
~~
-~
-~
-~
~
~
~
~
~~
-~
-~
-~
~
-~
~

Block Allocation Table | Block

compute-light

coarse-grained block allocation




Two-Level Memory Management

Challenge: Where to execute memory management logic?
* Key idea: Separate into compute-light and compute-heavy tasks

Client
Size Class O | Block | Block
Size Class 1 | Block / """ \
’Free Bit Map | Object - Object KV pair

compute-heavy
fine-grained object allocation

Memory Node

Memory Region === Memory Region

~~
-~
~
-~
-~
~

~~
-~
-~
-~
~
~
~
~
~~
-~
-~
-~
~
-~
~

Block Allocation Table | Block

compute-light

coarse-grained block allocation




Embedded Operation Log

Challenge: An additional RTT to create a log entry before operation starts
* Key idea: Embed operation logs into KV pairs to reduce the additional RTT
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Embedded Operation Log

Challenge: An additional RTT to create a log entry before operation starts
* Key idea: Embed operation logs into KV pairs to reduce the additional RTT

Object

-
-
-
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Embedded Operation Log

Challenge: An additional RTT to create a log entry before operation starts

* Key idea: Embed operation logs into KV pairs to reduce the additional RTT

-
-
-
-

Scattered in the
memory pool!

—_—_—_—__\

Memory Pool

\_________

[How to construct operation sequence ?]
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Embedded Operation Log

Challenge: An additional RTT to create a log entry before operation starts
* Key idea: Embed operation logs into KV pairs to reduce the additional RTT

-
-
-

Scattered in the
memory pool!

—_—_—_—__\

Memory Pool

\_________

[How to construct operation sequence ?]

Use memory allocation order!
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Embedded Operation Log

Challenge: An additional RTT to create a log entry before operation starts
* Key idea: Embed operation logs into KV pairs to reduce the additional RTT

————————————— ~ Use memory allocation order!

-
-
-

-
-
-
-
-
-
-
-

-
-
-
-

-

Next Ptr | Prev Ptr| Other info

—_—_—_—__\
\_________

Memory Pool

P -—-o P -—-o

¥ X
obj obj obj ll obj

Per-size-class
Linked List

[HOW to construct operation sequence ?] Reflects KV operation order
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Embedded Operation Log

Challenge: An additional RTT to create a log entry before operation starts
* Key idea: Embed operation logs into KV pairs to reduce the additional RTT

et > Use memory allocation order!
I [Object| |Obj.| ==== | Obj :
| T : — Addresses of free objects —
. KV data Log Entry | | ©  SizeClass 0
L L — Pre-defined allocation order
P | TR
I [ Next Ptr| Prev ptr| Otherinfo | | & Sizellass1
1 I Client
| _______________'k__\"*:.?____:\_\ ________
| Memory Pool ’I _______________ Emory Node
| SRR USRI S e —— ¥ Y
obj obj obj ‘l obj

Reflects KV operation order

Per-size-class
Linked List

[How to construct operation sequence ?]
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More Detalls

Correctness of SNAPSHOT
Adaptive index cache
Recovery

YV V VYV VY

Algorithm 1 The SNAPSERIT replication peoioool

Algorithm 2 The rule evaluasos procedue of SKA PSEIT
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Evaluation

Compute Pool (17 CNs)
Benchmarks: 8-core Intel Xeon E5-2450

* YCSB hybrid benchmarks
 Microbenchmark

Comparisons: RDMA Switch
56Gbps SX6036G
» Clover [ATC 20] g

* pDPM-Direct [ATC 20]
« FUSEE-NC (no cache)
« FUSEE-CR (chain replication)

Memory Pool (5 MNs)
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YCSB Hybrid Benchmarks

YCSB-A YCSB-C
(50% UPDATE, 50% SEARCH) (100% SEARCH)
0 —— FUSEE w —+— FUSEE
B 3.07 <5 Clover & 797 <+ Clover
= t = pDPM-Direct
= 2.0 1 = 5.0 1 .’+-+."I-- L Sl L LT R oY R ol T s
& - & £
%’ 1.0 - +.|- *--+-+.+...,___|___+_+_+__+_+ %’2.5 . +,~'
c [ = -
= 0.0- | . = 0.0 | |
50 100 50 100
Number of Clients Number of Clients

Reaches up to 4.9x and 117x higher throughput than Clover and pDPM-Direct
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Replication Latency

UPDATE Median Latency
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Replication Factor

SNAPSHOT replication has bounded number of RTTs under various replication factors

Median Latency (us)
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Conclusion

« Existing memory-disaggregated KV stores still cannot fully exploit the
resource efficiency benefits of disaggregated memory
« Semi-disaggregated architecture still relies on monolithic servers

* We propose FUSEE, a fully memory-disaggregated KV store
 Client-centric index replication
« Two-level memory management
 Embedded operation log scheme

 FUSEE outperforms the state-of-the-art memory-disaggregated KV store
by up to 4.9x in YCSB hybrid workloads with less resource consumption




Thank you! Q&A
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